6.7810 Final Exam Cheat Sheet

Gaussian Random Variables

x ~ N(p, A)

Elx] = p

El(x —p)(x—p)T]=A

Pa(%) = Goypreanye exp [—5l(x — ) AT (x — p)]

Transformations

z~N(u,,A,) x=Az+b—=x~ N(uz, Ay)

u, = Ap, +b A, =AA AT

Gaussian Information Form

px(x) = £ exp [—3xTIx + hTx]

J=A"' h=Ju

Marginalization

p(x1) ~ N(p1, A11) = N(hyt,Jq17)

h) =h; —JJhhy I = A =T — J12J50 I
This is Schur’s Complement.

Conditioning

Pxq|x2 (X1|X2) ~ N_l(hllla /1/1)

Jll/l = J11 h/ll = h1 — J12X2

p = p1+ AiaAgy (x2 — pg) Ay = Apy — AipAgy Ay
Characterizations

JA € M, xn, b € M,,«; such that for p € N(0,I), x=Ap+b
x € N(u, A) iff Va € My, al'x isa Gaussian Random
Variable.

Information Measures

Entropy: H(x) = —)_ . p(z)logp(z) (also denoted H(p))
Conditional Entropy:

H(ulv) = =32, , Puo(u, 0)pyo (ulv) = H(u) — DL (Pu,w
Mutual Information: I(u;v) = Dky(Pu.v||Pubo)

Conditional Mutual Information:
I(’LL; ’U|U}) =E, [DKL (pu,v|w ‘ |pu|wpv\w)]
Concentration Inequalities

Hoeffding’s Inequality: for ind. X3, --- X,, taking values in
[ai, b;], t > 0, we have

!

> t] < 9e 2t /XL (bi—ai)?
Pinsker’s Inequality: We have

TV(p.q) = sup pa) — (@) < \/ 5D o1l

Markov’s Inequality: Suppose X > 0. Then, Va > 0,
PX > a] < E[X]/a
Chebyshev’s Inequality: We have
P[|X — E[X]| > a] < var[X]/a®

for all a > 0.
Chernoff Bounds: For ¢t > 0, we have

P[X > a] < E[e**]/e"

|pupv)-

Undirected Graphical Models (L2)

Graph Seperation Property: For sets A, B, C' we have

x4 L xplre if C seperates A and B.

Factorization Property (Hammersley-Clifford): For a
graph G = (V, ), if p,,, is strictly positive, P satisfies the
conditional independence properties by graph seperation iff 3 a
factorization

1
Pay = IT velae)
Cecl*G
where cl1*(G) are the maximal cliques. Moreover, the “if” holds
even w/o the strictly positive constraint. Generally such a
factorization requires O(|X'|™2*IC) parameters.

Directed Graphical Models (L3)

D-seperation Property: A path is a blocking path between
a € Aand b e B wrt nodes in C if 3 a node ¢ on the path that
satisfies either

(i). the node ¢ € C and the arrows on the path do not meet head
to head

(ii). The node ¢ ¢ C, and none of its descendants are in C, and
the arrows on the path meet head to head.

The set of nodes A is d-separated from the set of nodes B with
respect to C if every path between nodes a € A and b € B is
blocked. We have x4 L x|z if and only if A and B are
d-separated by C.

Factor Graphs (R3)

Bipartite graphs between variable nodes V and factor nodes F.
We say G represents p if

Pay < [ [ 85(2v,)

JEF

The space complexity is given by >, » | |Vil < | F||&|P where
D = maxjecr |V .

Properties of Graphical Models (L4)

Directed Undirected
N
Factorization | p(x) = [] p(wi|zx;) pe(z) =% I ¢c(ac)
i=1 Ccecl* (@)
Global x4 L xplre VA, B d- | x4 L zg|xc VA, B seperated
Markov separated wrt C by C
Local Ti L Taae@)|Tx@) | T L ovwvouaplrye
Markov where nd are the non-
descendants
Pairwise T, L xj|1’nd(i)\{j}Vj € | x; L mj\xv\{i7j}V(i,j) ZE&
Markov nd(2)\7m;
Directed
Global MP < Local MP < Pairwise MP
Undirected

Global MP = Local MP = Pairwise MP. If p(x) > 0
(strictly positive) we get <.

Dependencies (L4)

G is an I-map of P if Z(G) C Z(P) ( P has at least as many
conditional independencies)

G is a D-map of P if Z(G) 2 Z(P) (G has at least as many
conditional independencies)

G is a P-map of P if Z(G) = Z(P)

G is a minimal I-map if removing any edge would make it no
longer an I-map



Constructing Minimal I-Maps (L4)

Directed minimal I-map: Choose a topological ordering and
factorize using Bayes’ Rule:
axn) = Pz, (xl)pxz\xl (1’2|(E1) e ’p(xn‘xlv T ,ZL’n,1)

pml,---zn (1'1» e

and remove as many conditional independencies as possible.
Undirected minimal I-map: Start w/a fully connected MRF
over V and in arbitrary order for each edge (i, ) € £ remove it if
it satisfies the Local Markov Property:

z; L |z a5y

Here, we assume p is strictly positive. This minimal I-map is
unique for p.

Conversion Between Directed/Undirected

Directed — Undirected: Moralization (add edges fully
connecting parents of each node ) turns a directed to
undirected. A moralization is a minimal I-map of the directed
graph. If no edges are added, then the undirected graph is a
P-map.

Undirected — Directed Add an orientation to all edges and
then chrodalize with the elimination algorithm. Undirected
graph G has a directed P-map iff G is chordal.

Fact: Chordal graphs have perfect undirected and directed
graphs.

Gaussian Graphical Models (L5)

X1 7 A A Ags
Forx = |x2|, pp= |p2|, A= [Aar Aga Aasz|,
X3 3 Azr Az Asz

1. XlJ_XQ 1ﬁA12:0
ii. X1 LX2|X3 iff J12 =0

Exponential Families (L6)

Given sufficient statistics f; :
family is given by

X — R the associated exponential

px(x; 9) =

K
m €xp <; 9ifi($)>

if © = {# € RX} is not () and open, it is regular and if the f; are
linearly independent it is minimal.

We have the maximum entropy distribution given certain
sufficient statistics is exponential:

max H(p) =

p

—E,[logp] subject to E,[f;(x)]

= Ep[fi(2)]
implies
K
p(x) o exp (Z )\ifi(x)> :
i=1

If we let § = [\;] and f = [fi], we get p(x) o< exp(67 f(z)).

Fact: We have the gradient of the log partition function of the

exponential family is given by
Violog Z(0) = Eo[f(z)].

We also have that log Z(6) is convex.

Variable Elimination (L7)

We can marginalize out variables one at a time. The messages
are then given by

= Z H (Pi(xivxsl')

T @, eV

where @ is the set of potentials that contains x; and s; is the
corresponding set of nodes.

The Reduced Graph is the graph made by
reducing/eliminating nodes and adding edges (as in elimination).
The Reconstructed Graph adds all edges during reduction
back to the original graph and chordalizes the graph.

To condition on a variable, note p(zy|yy) & Pz, 4 (Ty, Yy) SO
just remove the node in the graph and augment potentials.

For directed graphical models (Bayes nets) just apply
moralization and then do belief propogation.

Sum-Product/ Belief Propogation (L8)

Sum Product (Sequential): For an undirected graphical
model:

H %j(%ﬂj)

(1,j)EE

= H¢i($i)

Choose arbitrary node ¢ as root and start from all other nodes
that are leaves and generate messages going towards it using
elimination algorithm. The message updates/marginals are:

=2 ol 11

keN()\{7}

H mk—m xz

kEN ()

M () i)ij (i, ;) My ()

Dz, (J:z X ¢z

Efficient implementation has time complexity O(N|X|?).
Sum Product (Parallel):

Initialize V(4, j) € £: m)_,;(z;) = 1. Tteratively apply

=2 il 11

keN()\{4}

t+1

z%j wh] xl,x]) m;@_”(xl)

For a tree this will converge in d = diameter of G iterations. This
has time complexity O(dN|X|?).

Loopy Belief Propogation

We can still apply the parallel update rules even if the graph is
not a true, but the marginals will no longer be exact. This
corresponds to optimizing the Gibbs Variational Principle using
the Bethe approximation of the entropy.

Max Product (R4):

Goal is now to find MAP estimate: x* € arg max,, px(x). If there
is a unique argmax we can simply find the max of each of the
marginals and adjoin but in general this doesn’t work.

What we need to do is to add companion messsages that store

the argmax for each configuration: namely, repeat as before but

use the max operator rather than the sum operator and store

the companion messages J that has the argmax:

mij(25) = max | gi(za)gi(wi,x;)  [1 mesa(e)
HiEX kEN()\(7}



Then for an arbitrary node ¢ compute the max-marginal:

P, (@:) o< gilwi) [ mni(w)

kEN(4)

and then backtrack:

bisj (:L']) = argmax ¢; (z;)i ;( J Ila‘rj
T, €EX

H mk—n xz

N(@\{5}
Forward-Backward Algorithm (L22):
Given HMM with nodes (z1,...,ZN,¥1,...,YN), cOmpute

posterior marginal using BP in two passes (forward and
backwards). Messages are:

mi_15i(xi) = P(y1, -+ ,yi—1,2;) (forward)
Mit1—i(®i) =P(yiy1,- - ,ynlz;)  (backward)
The most common variant is the («, 8) form:

= 2 P(@iga|wi) My, () mi-1i(2:)

P(it1|Tiv)misi1 (Tit1)

Oti,+1(wi+1) Oéi(zi)

where a;(z1) = p(z1,31) and

Mi1i(2:) = Y p(@ipr|2)pGis1|Tis1) Miyaisr (Tig)
Ti41
Bi(w:) Bit1(zi+1)

where Sy (xn) = 1. Messages are related by:

) =Y Pwig|vi)ai(e;)

T4

Mi—i+1 ($¢+1

and
= Bi(z;).

Mit1-i(T5)

We then have the posterior:

az(xz)ﬁz(xl)
ZOZ:( 1)Bi(x})

p(zilyr, ... yn) =

Junction Trees (L9)

For graphs with loops we transform the graph into a “tree” of
maximal cliques and add indicator functions that constrain the
cliques to have agreeing nodes. More specifically, we constrain
the clique tree to have the following:

Junction Tree Property: for any vertex v € V, let 6, denote
the set of all maximal cliques in the original graph G = (V,€)
that contain node v. If the set of nodes ¥, is still connected
upon removal of all cliques in the clique tree that don’t contain v
are removed, the clique tree remains connected.

Once we have a junction tree we create “supervariables”
corresponding to the clique nodes and then add edge potentials
between the cliques to be indicator functions that make the
nodes agree. To construct a Junction tree we use the following:

Junction Tree Algorithm:

(i) Chordalize the input graph with the elimination algorithm.
(ii) Find all maximal cliques in the chordal graph.

(iii) Determine seperator sizes and build weighted clique graph
(iv) Find MST for clique graph with Kruskal (add largest
weights not creating cycle first)

(v) Assign singleton and edge potentials to junction tree.

(vi) Do sum product on junction tree.

(vii). Marginalize on the junfction tree to get node marginals.
The runtime is exponential in the treewidth O(|cl*(G)||X[***1)
where tw = max; [C;| — 1 is the treewidth and c1*(G) is the
number of maximal cliques (this is to get the clique/node
marginals).

Linear Dynamical Systems (L10)

A Linear Dynamical System (LDS) with input {v;}Y ! and
x1 ~ N (p, X) is defined

Xi+1 = Aix; + Dyv;
for some Aq,--- ,Ay_1 and Dq,--- ,Dn_1.
Such a sequence x1,--- , X with inputs €1, -+ ,€x_1 iid. unit

Gaussians is called a Gauss-Markov process and can be
represented by a HMM.

Gaussian Belief Propogation (L10)

Gaussian Sum Product
We can apply Sum-Product on Gaussians due to conjugate
duality as:

mi%j(xj) o N (Xja z—>j7Ji—>j)

where
-1
his=—J [ Jut+ Y. Jio hi+ > he
keN(@)\{5} keN(@)\{j}
-1
Jinj =i | Ju + Z Jhi Jij
keN()\{j}
The marginals can then be computed as
Px, (xi) = N7 (x;:hy,J))

where

h; = h; + Z hysi, Ji=Ji+ Z ki
kEN (3) KEN (i)

Kalman Filtering (R5)
Given a LDS

X1 = Axy + v, v ~ N(0,Q), x0 ~ N (0, Ap)
and noisy observations:

= CXt-i-Wt, Wi NN(O,R)

which corresponds to a Hidden Markov Model, our goal is now
to find the latent posteriors py,|y, (X¢|y¢) for t =0,---, T

We alternate between two main steps (filtering and smoothing)
which correspond to the forward and backwards recursion steps
in Gaussian Belief propogation. Filtering is further split into
Prediction and Update Steps using the (o« — 3) form of the
forward-backward algorithm.

Filtering

a(wir1) = [ o(@)p(@iva|z)p(Yit1|wivr)de;
Prediction

Piv1i = Api)i

Yir1i = AX AT +Q

Hoj—1 =10

Yoj—1 = Ao



Update

Pit1lit1 = Mit1]i T Gir1Wir1 — Cliiza)s)
Zz‘+1\i+1 = Zz‘+1\i - Gi+102i+1|i
Git1 = 2i41,CT(C%i41,CT + R)!

Smoothing

1) = i) | o | deo
N ofzi)B(za)

(@) = 50

e = i + Fil iy — Biya)s)

Sie = Fi(Sitae — Sig) FE + S
Iy = Zi\iATE;rlui

Approximate Inference (L11-14)
KL-Variational Principle (L12)

We have for a distribution

the KL-variational principle:

log Z(6) = sup § > q(x)F(x;6) +H(q)

q x

Bq[F(z30)]

which follows from the fact that max,{Dx(¢||p(z;0))} = 0.
For pairwise graphical models, we have further:

Naive Mean Field Approximation (L12)

This gives a lower bound on the log partition function.

Now optimize over Qproq Where each gproq € Qprod factorizes as:

N
qprod(xla T ,.’L'N) = H qj(x])
j=1

where each ¢; is a distribution over X;. Then, we get

N
H (gproa) = Zj:l H(q;)-
For a pairwise graphical model:

N N
log Z(0) > sup,cq,,.q { _ZlEq] [F(X;;0)] +( %: SEqJ,qk [Fje(Xj, Xi; 0)] + Zl H(Qj)}
J= J.k)e J=

where we have the constraints }, .y ¢;(x;) = 1. This
corresponds to pjr — 00 in p-convexified.

Coordinate Ascent Updates

The Lagrangian coordinate ascent update is given by:

) = exp(Fj(@) + Xopen(j) Ear [Fik (2, Xi)]
BT S ey D(F5 () + Lens) Ban [Fn(y Xe)])

Bethe Variational Problem (BVP) (L13)

We have the Bethe Variational Approximation for the
entropy which is exact on trees:

N

Hyene(q) = Y H(g) — Y (55,05, 9x)

Jj=1 (4,k)e€

where we have the constraints Zz]-exj gj(z;) = 1 with Lagrange
multipliers \; and ¢j(z;) = 3. gjr(xj, vx) with Lagrange

T €EXg
multipliers A\, ().
Provides neither a lower or upper bound and can be
nonconcave. The bethe approximation of entropy in general also
does not have to be concave leading to possibly poor local
maximums. There also does not have to be a joint marginal
satisfying the self-consistency constraints leading to only
pseudo-marginals. This corresponds to p;; = 1 in the
p-convexified BVP.

Sum-Product as a Lagrangian Update
Doing a Lagrangian update

gj(x;) o exp(Fy(x)) [ Meosylay)

kEN (5)

mp ()

and the edge marginals:

q.k(gj.,xk)D(eFJ(zJ)+Fk(m.)+FJk(zJ,xk) I A= (@) I Aok (@)
T LENG\E LEN (k)N

mi () my— g (Tk)

by the self-consistency conditions we get the sum-product

updates:
Mgj(a;) oc Y et hnlese) T
Tk LEN (R)\{7}

mi—k(zk)

Thus, loopy BP is just the BVP on graph with cycles (which will
always have fixed points).

p-convexified Bethe Variational Principle (L14)

Fact: We have for any spanning tree 7 of a distribution ¢
Markov wrt a graphical model G:

H(q) < H(qr)

Taking convex-combinations of the spanning trees we thus get
an upper bound of the entropy:

H(@) < SorHlr) = X Ha) - Sor { >

(4:k)€E(T)

I(‘]jkaj»Qk)}
or writing the edge-appearance probability

pik =Y pr1[(j, k) € E(T)]
T

N

H(q) < Hy(q) =Y H(gj) = D> pind (g 50 a)

Jj=1 (j,k)eE

We thus get the p-convexified BVP:

log Z(0) < SI;P{G;)(‘])}

N
= sup { D B[ (X)) + D By [Fin(X5, X))

(j,k)€E

+ZH(qj)— Z ijI(ij:Qj:Qk)}'

j=1 (4,k)EE

where as before we have the constraints }, ¢y ¢;(z;) =1 and
>oey Gk (T5, ) = qj(25).



The message passing updates are then given by:

[T [mu—k(ae))
N Fi(zr)+p; F(z],z)le-/v(k)\{]}
mrg—j (.Z’]) 0.8 Ze k(Tk iktik k [mjﬂk(xk)]l—pjk

Tk

with single node marginals:

gj(a;) o exp(Fy(x;)) [ e (@)
keN(5)
Sampling (L15-16)
Monte Carlo Estimation
pr= 3 p(x)f(x) = Eylf] = 5 Xio, f(wi) = i where

TEX
x; ~ f(x) with E[@,] = p* and var[g,] = %Lm

Importance Sampling (Accept-Reject)

Given an unnormalized distribution p(x) and a proposal
distribution ¢ such that ¢(z) > 0 for all p(z) > 0 and a constant

C such that ggig < C, do the following:

i. Generate X ~ ¢ and U ~ Uniform([0, 1])
il. Accept Y = X if U < % else reject.
This returns Y ~ p(x).

Markov-Chain Monte Carlo (MCMCQ)

Definitions

Given a Markov Chain with transition matrix P:

i. A distribution over the states 7 is stationary for P if

Zj 7Tiji = ;.

ii. P is irreducible if all states can be reached from any other
state.

iii. P is aperiodic if there is no guaranteeed periods in the
chain (if there are self-transitions with p < 1 then it is aperiodic)
iv. If P is irreducible and aperiodic then it is ergodic and has a
unique stationary distribution 7 that P converges to.

v. P is reversible with respect to 7 if it satisfies the principle
of detailed balance:

7T7;P1'j = ﬂiji

for all ¢ # j. If P is ergodic and reversible wrt 7, then 7 is the
stationary distribution of P.

Gibbs Sampling

This is precisely Metropolis-Hastings with Glauber Dynamics.
Define the graph G = (V,€) with |V| = N with the
Markov-Chain @ = [ay, by| by:

p(brlbw\(ky) /N if ay, by differ only in the kth element
1-— Z Pav,bv if ay = bv

ay #by
0 otherwise

Qav,bv =

To implement this:

i. Choose k € V randomly uniformly.

ii. Set :cg)\{k} = 2y\{x} and generate x;, from p(-|[zy\ (1))

After a burn-in period, we reach a stationary distribution where
we get © ~ p. For diversity of samples (to escape
low-temperature areas) we typically take one of every K future
samples.

Metropolis-Hastings

Start with a proposal distribution Q with Q;; > 0 and G(Q) is
connected (all states can be reached) and define A by

: P2(5)Qji }
A;; =min< 1, —=——
! { Pz (Z)Qij
and define P by

p. _ ) Qudi
1] T
1- Zj;éi Py
Then p, will be reversible wrt P. To implement this, more
specifically do the following;:
i. Generate proposed state j' according to Q w/state .

ii. Flip a biased coin with acceptance probability A;; and accept
if heads.

Parameter Learning (L19)

if § o i
if j =1

The Maximum Likelihood Estimate (MLE) of data z* is
given by
R 1 &
O = argmax — Z Inp(z*; ) := argmax £(6; D)
0o K= 0

The log-likelihood is also given by
(0;D) = pla) Inp(a; 0) = —H(p) — Dxr(plIp(;6))

acX

Maximum Likelihood Esimation (L19)

Empirical Moment Matching: We have in general by the
above, the MLE estimate is given by

Orr = arg;naxé(@;@) = argaminDKL(ﬁHp(;H))

Directed Graphical Model: for a directed graph G if the
graph is “fully parameterized”, ie. the parameters 6 for each
node conditioned on parents has it’s own independent
parameter, the MLE is just the empirical conditional eg.

GQ/ILE - ﬁwz\ﬂm (|)

Exponential Family: We have for exponential families:
P
(6;D) =D 0iBs[fi()] — log Z(6)
i=1

since we have the optimization is a concave optimization
problem (recall B%z log Z(0) = Eg[f1(-)]). To get the MLE
estimate we can then use projected gradient descent.

Bayesian Estimation (L19)

Treat 6 as a random variable rather than as a point estimate
OrLE, treat 6 as a random variable over some prior pg(6):

Pz(x)Z/_ Po(0)pzjo(|0)do

When we observe some data, our prior now becomes a posterior:

pamlalD) = [

o0

Do (0D)pyjo(]0)do

where we use the posterior
Pa(9)PD|9(D|9)
[0 po(0")ppja(D]0")dO’

In general, due to the normalization factor this computation is
intractable but for certain conjugate priors it becomes simple.

pop(0|D) =



Dirichlet Priors:

For categorical distributions (where ppg(D|0) follows some
0 =[01, - ,0L]), we have the Dirichlet Prior, denoted by

I
pe(0) = D(ay, -+ 167" we have
=1

,ar,) satisfies: pg(6) o

0|D ~ D(ay + Kp(ar),- - ,ar + Kp(ar))
and likelihood:

Kp(a)) + oy

Pajp(@|D) =
K+ Zlel (a7}

MAP Estimates

Sometimes we want a point estimate given this conjugate prior,

where yap = arg max, po|p(0|D). For a Dirichlet prior:

Kﬁ(al) +a—1

GMAP _
K—L+ Zlel (o7]

Learning Ising Models (L20)
Ising Model

For a pairwise Markov Ising Model,

0i; = Inps,, (e;) — Inpy,, (0)
0ij = Inpy,, (ei;) — Inps,,(e;) —

Inp,,(e;) +1np,,(0)

and use p == p. Also, log odds is logistic: ie. for each i € V,

=0+ Y 0ijx;

J#i

Pailzvy 1oy (LT (})

In
Pailzvy 11y 0120\ (i})

Logistic Regression
For logits:
Pylz(1]2; W)

In——4——=
Py|z(0]z; W)

g Wiz

we have that the (normalized) log-likelihood:

K L L
1
L(w;D) = % E Yk E wlzlk + exp ( E wmf)
k=1 =1

=1

The gradient is then

K
awl kZ:: Zl y py\z 1|Z W))

and then use projected gradient descent.

Structure Learning (L20)

Given candidate graph structures G’ (eg. trees on nodes V) the
maximum likelihood model structure is given by:

G = arg max max £((G', 9% D)
G 69

Directed Graphical Models: For directed graphs with
fully-parameterized parameters (ie. each Vp(z;|x,,) there is an
independent parameter) the score is given by

N
E mzamﬂ'l

Tree Learning (L20)

Chow-Liu: For a tree-structured graphical model w/ fully
parameterized parameters, then we can take the fully connected
graph over the parameters with empirical mutual information on
the edges:

px“xj (xz,x]) )

Da; (i )pxg (Z‘] )

I(xi,25) = Z p(ml,mj)log<

ZTi,Tyj

Then, we can find a MST using Kruskal which will then
correspond to your maximum likelihood model structure.
Chow-Liu has the property that it is consistent with respect to
trees, namely, that if the underlying probability distribution is
modeled by a tree then Chow-Liu will return the correct
graphical model.

Computational Challenges of Learning (L21)

Learning a general MRF w/degree of each node < d in time
N is impossible if learning parity w/noise in time Neo@) s
impossible. The parity problem is given by:

Learning Parity w/Noise: Let X ~ Uniform{—1,1}" and
f(z) = [l;cq ©: where S C [N] such that |S| < d. Let the noise
7 =1 with probability 1 — ¢, and Z = —1 with probability e. We
observe i.i.d. noisy observations (X%, f(X*)-Z¥), k=1,--- K.
The goal is to find S.

Learning Ising Models (L21)

We can utilize logistic regression with projected gradient descent
on the M-estimator:

Lx(0) = £0;D) = % S/ exp (= Lic Oig(wims — 3) = 5, 01l — 1))
For an ising model with each node having degree < d we get the
sparsity constraint ||0]|, < Vd|0]|,,V0 € © where we assume
0 € [-B, B] is bounded. Then, as K — oo, L(0; D) — L(6).
This is computationally efficient since it doesn’t require us to
compute the partition function Z(6) and can be computed

efficiently through the Lasso optimization:
0) +x Y 0l
i

Learning Models with Latent Variables (L22)

In contrast to the supervised learning setting, now we do
unsupervised learning where we see only some observed variables
y = (y®, -, y5)) so the log-likelihood is now given by:

K
0) = Zlnpy(y(k) Zln Z Pa,y(@ (z,y*);0)
k=1

k=1 zeX
Expectation Maximization

0% € argmin
0€[—B,B]NxN

Now assume we have a set of observed variables y and latents x.
Now introduce an arbitrary posterior over the alphabet X’ that
does not depend on the parameters to get the Evidence Lower
Bound (ELBO):

Dx,y (X, y;0
H®=MMM®Z&WWMA)]€¢M®

q(xly)

EM Algorithm: Iteratively optimize the ELBO by optimizing
over ¢ and 6:
(E-step): ¢Ut1) = argmax ((q, )

q



(M-step): 00+ € argmax ((q(+1), 9)
0

Solving those steps gives:

(E-step): ¢ = p,, (-[y; 0'))

(M-step):

0"t ¢ arg max Eq(.|y) [Inpx,y(x,y; 0)] = arg max £2(0).
0 0

Thus, combining we get

S (1+1)

0 € argmaxE
0 Px|y

(1y:6") Inp(x,y;0)

Learning Hidden Markov Models

For a homogenous hidden Markov model with parameters
0 = (m, A, m) given by

()i = T = Dao (1), [Alij = aij = Do iyj2. 1), [M)i5 = M5 = Pyula. (417

We then get that the the complete log likelihood is given by:

Inpy .y (x,y;0)

T-1 T
= Inmy, H Azy,wepq ant’yt
= =0

T-1M Mo ) T M M
zo=1i zp=islay =] ]l”‘t:i’]lyt:j
mHM [TIII]; [TITII%
t=0 i=1j=1 t=0i=1j=1
T-1 M M T M M
= g x01n71'7+ g E g xtzt+1lna,]+ g g g :Utyfmj
t=0 i=1 j=1 t=0 i=1 j=1
M M T-1 M M T
7
= E 330 Inm; + E E xtact_H Ina;; + g E E aly! Mij
i=1 j=1 t=0 i=1 j=1 t=0
—_————
mij N5

With Lagrange multipliers, we get the stationary points:

_ mij

= ——% ,
Zk:1 mik

Baum-Welch Algorithm

Applying EM to the homogenous HMM case, we get the ELBO
is given by:

nij

T =G —_—
I3 (3} Zszlnik

aij nij =

pr\y(‘b’;é(l)) 1Hp(X7 Yy 0)
M
= ZEpzo\y("y;él)xO Inm;
i=1
Ci
M M T-
ZZ Z Py, M+1\y( ly:0 (l))(E xt-‘,—l hl(L”
i=1 j=1 t=0
M M T
+ Z Z Z Py |y (Y3 9(1))xtyt Nij
i=1 j=1 t=0
Nij
To compute the marginals:
N O
Pay )y (Y3 0(1))% Pm,,|y(’é|y;9 )
i J U]
Pzt,ztﬂ\y(w~\y;9(l))x%xi+1 = pmtvzt“\y(%ﬂy;@ )

we use the (o — 8) form of forward-backward:

Dy i |y (Tts Te41[Y) 0 My—150(20) G(@4) Yt 041 (e, Te1) Pr1 (o 1) M 2e41 (Ti41)

p(ye|ze) p(xeyr|e:) P(yet1l@esn)

= My 150(2)p(Ye | ) p(T 111 |21)

_Eatlwil

Ti—1

= ai(@)p(Tt41|2e)P(Yer1|Te41) Be1 (Bo11)-

P(Yer1]®e1)Meg2sir1 (Tirn)

(xelze—1)p(yelze)p(Tepi|T)p(Yeg1|Ter1) B (Tes1)

Thus, edge marginals at iteration [ take the form:

(1) A(1)

U] )
0 )O(O[ () z] n_]yt+1ﬁt+1(])

We thus get the EM-updates:

pmt,mt+1|y(i7j|y;

(41 i A

T 7417 pmo,y(.\y-é“))wo*pwoly(”y’o )

N0

S my N0 Payweiy (510
ZJ M _ A(l)
2=t ik S o Pay(ily:0)

N0

) Ny o Paly (i ily;0 )
M T AT a0
k=1""ik > i—0 P,y (ily;: 0°7)

Repeating these steps (inference using forward-backwards and
optimization of the parameters using the EM updates) we get
the Baum-Welsch algorithm for finding the MLE of an HMM.

Miscallaneous

Jensen’s Inequality

We have for a convex function f: I — R (ie. V¢t € [0, 1],
Vay,xe €1 f(txy + (1 —t)as) <tf(xq1) + (1 —1t)f(x2) orif f is
twice differentiable, f”(z) > 0 for all « € I) we have that

f <Z aﬂ’i) < Zaz‘f(l"i)
i i
In terms of expectation, this gives

f(E[z]) < E[f(2)]
For concave functions we get th opposite direction.
Sampling from Tree Graphical Models

We can use sum product to get the conditionals p, |z, ... «;_, by

noting

J
plevag) o [T i) TT vinlwnze) TT moselen)
i=1 (i,k)eE (v,k)eE+
k<)

where we have £ is the set of edges that go from a node not in
{z1, -+ ,x;} to one of the {z1,--- ,z;}. Note by Bayes’ Rule we
have

px(x)

Thus, we can sample first from zg ~ p,, (z¢) then sample from
all of the conditionals 1 ~ ps, |z, (21]20) and so on.

Higher Order Markov Chains

We have a Markov chain of order n (ie. each node is connected to
the previous n nodes only) has junction tree that is just given by
Markov chain with clique size n + 1 that slides across the chain.

= pa:() (IO)pmﬂxo (x1|x0) o 'p(xn|l‘17 e axn—l)



	Gaussian Random Variables
	Transformations
	Gaussian Information Form
	Marginalization
	Conditioning

	Characterizations

	Information Measures
	Concentration Inequalities
	Undirected Graphical Models (L2)
	Directed Graphical Models (L3)
	Factor Graphs (R3)
	Properties of Graphical Models (L4)
	Directed
	Undirected

	Dependencies (L4)
	Constructing Minimal I-Maps (L4)
	Conversion Between Directed/Undirected

	Gaussian Graphical Models (L5)
	Exponential Families (L6)
	Variable Elimination (L7)
	Sum-Product/ Belief Propogation (L8)
	Sum Product (Parallel):
	Loopy Belief Propogation
	Max Product (R4):
	Forward-Backward Algorithm (L22):


	Junction Trees (L9)
	Linear Dynamical Systems (L10)
	Gaussian Belief Propogation (L10)
	Gaussian Sum Product
	Kalman Filtering (R5)
	Filtering
	Prediction
	Update

	Smoothing

	Approximate Inference (L11-14)
	KL-Variational Principle (L12)
	Naive Mean Field Approximation (L12)
	Coordinate Ascent Updates

	Bethe Variational Problem (BVP) (L13)
	Sum-Product as a Lagrangian Update

	-convexified Bethe Variational Principle (L14)
	Sampling (L15-16)
	Monte Carlo Estimation
	Importance Sampling (Accept-Reject)

	Markov-Chain Monte Carlo (MCMC)
	Definitions
	Gibbs Sampling
	Metropolis-Hastings


	Parameter Learning (L19)
	Maximum Likelihood Esimation (L19)
	Bayesian Estimation (L19)
	Dirichlet Priors:
	MAP Estimates


	Learning Ising Models (L20)
	Ising Model
	Logistic Regression

	Structure Learning (L20)
	Tree Learning (L20)
	Computational Challenges of Learning (L21)
	Learning Ising Models (L21)
	Learning Models with Latent Variables (L22)
	Expectation Maximization
	Learning Hidden Markov Models
	Baum-Welch Algorithm

	Miscallaneous
	Jensen's Inequality
	Sampling from Tree Graphical Models
	Higher Order Markov Chains


